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Attention Is All You Need
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Abstract

The dominant sequence transduction models are based on complex recurrent or
convolutional neural networks that include an encoder and a decoder. The best
performing models also connect the encoder and decoder through an attention
mechanism. We propose a new simple network architecture, the Transformer,
based solely on attention mechanisms, dispensing with recurrence and convolutions
entirely. Experiments on two machine translation tasks show these models to
be superior in quality while being more parallelizable and requiring significantly
less time to train. Our model achieves 28.4 BLEU on the WMT 2014 English-
to-German translation task, improving over the existing best results, including
ensembles, by over 2 BLEU. On the WMT 2014 English-to-French translation task,
our model establishes a new single-model state-of-the-art BLEU score of 41.8 after
training for 3.5 days on eight GPUs, a small fraction of the training costs of the
best models from the literature. We show that the Transformer generalizes well to
other tasks by applying it successfully to English constituency parsing both with
large and limited training data.
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Table 1. Summary of Large Language Models.

| Characteristic

| LLMs

Training: Masked Language Models
Model type: Discriminative
Pretrain task: Predict masked words

Encoder-Decoder or Encoder-only
(BERT-style)

ELMo [80], BERT [28], RoBERTa [65],
DistilBERT [90], BioBERT [57], XLM [54],
Xlnet [119], ALBERT [55], ELECTRA [24],

AlexaTM [95]

T5 [84], GLM [123], XLM-E [20], ST-MoE [133],

Training Autoregressive Language Models
Model type:  Generative
Pretrain task: Predict next word

Decoder-only
(GPT-style)

GPT-3 [16], OPT [126]. PaLM [22],
BLOOM [92], MT-NLG [93],

GLaM [32],Gopher [83], chinchilla [41],
LaMDA [102], GPT-J [107], LLaMA [103],
GPT-4 [76], BloombergGPT [117]
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1 Introduction

Recurrent neural networks, long short-term memory [13] and gated recurrent [7] neural networks
in particular, have been firmly established as state of the art approaches in sequence modeling and
transduction problems such as language modeling and machine translation [35, 2, 5]. Numerous

efforts have since continued to push the boundaries of recurrent language models and encoder-decoder

architectures [38, 24, 15].

Recurrent models typically factor computation along the symbol positions of the input and output
sequences. Aligning the positions to steps in computation time, they generate a sequence of hidden
states h;, as a function of the previous hidden state /;_, and the input for position £. This inherently
Attention Is All You Need sequential nature precludes parallelization within training examples, which becomes critical at longer
sequence lengths, as memory constraints limit batching across examples. Recent work has achieved
significant improvements in computational efficiency through factorization tricks [21] and conditional
computation [32], while also improving model performance in case of the latter. The fundamental
constraint of sequential computation, however, remains.

Ashish Vaswani* Noam Shazeer* Niki Parmar* Jakob Uszkoreit*
Google Brain Google Brain Google Research Google Research
avaswani@google.com noam@google.com nikip@google.com usz@google.com

Llion Jones* Aidan N. Gomez* f Lukasz Kaiser*

P oy i ey RO s o N Attention mechanisms have become an integral part of compelling sequence modeling and transduc-
Pl tion models in various tasks, allowing modeling of dependencies without regard to their distance in
S the input or output sequences [2, 19]. In all but a few cases [27], however, such attention mechanisms

Abstract are used in conjunction with a recurrent network.

The dominant sequence transduction models are based on complex recurrent or
convolutional neural networks that include an encoder and a decoder. The best

performing models also connect the encoder and decoder through an attention
mechanism. We propose a new simple network architecture, the Transformer,
based solely on attention mechanisms, dispensing with recurrence and convolutions
entirely. Experiments on two machine translation tasks show these models to
be superior in quality while being more parallelizable and requiring significantly
less time to train. Our model achieves 28.4 BLEU on the WMT 2014 English-
to-German translation task, improving over the existing best results, including
ensembles, by over 2 BLEU. On the WMT 2014 English-to-French translation task,
our model establishes a new single-model state-of-the-art BLEU score of 41.8 after
training for 3.5 days on eight GPUs, a small fraction of the training costs of the
best models from the literature. We show that the Transformer generalizes well to
other tasks by applying it successfully to English constituency parsing both with
large and limited training data.

*Equal contribution. Listing order is random. Jakob proposed replacing RNNs with self-attention and started
the effort to evaluate this idea. Ashish, with Illia, designed and implemented the first Transformer models and
has been crucially involved in every aspect of this work. Noam proposed scaled dot-product attention, multi-head
attention and the free position repres ion and became the other person involved in nearly every
detail. Niki designed, impl d, tuned and eval d less model variants in our original codebase and
tensor2tensor. Llion also experimented with novel model variants, was responsible for our initial codebase, and

In this work we propose the Transformer, a model architecture eschewing recurrence and instead
relying entirely on an attention mechanism to draw global dependencies between input and output.
The Transformer allows for significantly more parallelization and can reach a new state of the art in
translation quality after being trained for as little as twelve hours on eight P100 GPUs.
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Abstract

Transformers have revolutionized almost all
natural language processing (NLP) tasks but
suffer from memory and computational com-
plexity that scales quadratically with sequence
length. In contrast, recurrent neural networks
(RNNs) exhibit linear scaling in memory and
computational requirements but struggle to
match the same performance as Transformers
due to limitations in parallelization and scala-
bility. We propose a novel model architecture,
Receptance Weighted Key Value (RWKYV), that
combines the efficient parallelizable training
of transformers with the efficient inference of
RNN .

Our approach leverages a linear attention mech-
anism and allows us to formulate the model as
either a Transformer or an RNN, thus paralleliz-
ing computations during training and maintains
constant computational and memory complex-
ity during inference. We scale our models as
large as 14 billion parameters, by far the largest
dense RNN ever trained, and find RWKYV per-
forms on par with similarly sized Transformers,
suggesting future work can leverage this archi-
tecture to create more efficient models. This
work presents a significant step towards rec-
onciling trade-offs between computational ef-
ficiency and model performance in sequence
processing tasks. !

2Kuaishou Technology > U. of British Columbia 2*U. of C., Santa Cruz *’U. of Electronic Science and Technology of China

processing tasks such as natural language under-
standing, conversational Al, time-series analysis,
and indirectly sequential formats like images and
graphs (Brown et al., 2020; Ismail Fawaz et al.,
2019; Wu et al., 2020; Albalak et al., 2022). Pre-
dominant among these techniques include RNNs
and Transformers (Vaswani et al., 2017), each with
specific benefits and drawbacks. RNNs require less
memory, particularly for handling long sequences.
However, they suffer from the vanishing gradient
problem and non-parallelizability in the time di-
mension during training, limiting their scalability
(Hochreiter, 1998; Le and Zuidema, 2016).

55

Accuracy
w
=3

»
[l

BLOOM
—&— Pythia
—&— OPT

—#— RWKV

40

10? 10°
Compute (exaFLOP)

Figure 1: Average performance of RWKV models com-
pared to transformers across twelve NLP tasks. For

not

Model Time Space
Transformer O(T?d) O(T? + Td)
Reformer O(TlogTd) O(TlogT + Td)

Performer O(Td*logd) O(Tdlogd + d*logd)
Linear Transformers ~ O(Td?) O(Td + d?)
AFT-full O(T?d) O(Td)
AFT-local O(T'sd) O(Td)
MEGA O(cTd) O(cd)

RWKYV (ours) O(Td) O(d)

Table 1: Inference complexity comparison with different
Transformers. Here 7" denotes the sequence length,
d the feature dimension, ¢ is MEGA’s chunk size of

quadratic attention, and s is the size of a local window
for AFT.

Model params Tokens = MultiLang

RWKV-5 "Eagle" World-v2 ctx4k 7.52 B

RWKV-4 "Dove" World-v1 ctx4dk 7.52B 590 B

F‘\“\I are ma/ba

oNne ye+ .

XxLAMBADA xStoryCloze xWinograd xCOPA
acc acc acc

1 Introduction further details, see section 5.
Deep learning has greatly advanced artificial intelli-

- i o . . Transformers emerged as a powerful alternative,
ocence imnactino a ranoe of ccientific and induictrial o . . N .

Mistral-7B-v0.1 7.24B 2-7T?
Llama-2-7b 6.74B
falcon-7b 6.92 B
T mpt7b8k 6658 1T
open_llama_7b_v2 6.74 B 1T 54.0%
RedPajama-INCITE-7B-Base 6.86 B 1T
pythia-6.9b-v0 6.86B 300B

40.9% 53.9% 66.6% 54.5%

54.4%
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Abstract

‘We propose two novel model architectures for computing continuous vector repre-
sentations of words from very large data sets. The quality of these representations
is measured in a word similarity task, and the results are compared to the previ-
ously best performing techniques based on different types of neural networks. We
observe large improvements in accuracy at much lower computational cost, i.e. it
takes less than a day to learn high quality word vectors from a 1.6 billion words
data set. Furthermore, we show that these vectors provide state-of-the-art perfor-
mance on our test set for measuring syntactic and semantic word similarities.

1 Introduction

Many current NLP systems and techniques treat words as atomic units - there is no notion of similar-
ity between words, as these are represented as indices in a vocabulary. This choice has several good
reasons - simplicity, robustness and the observation that simple models trained on huge amounts of
data outperform complex systems trained on less data. An example is the popular N-gram model
used for statistical language modeling - today, it is possible to train N-grams on virtually all available
data (trillions of words [3]]).

However, the simple techniques are at their limits in many tasks. For example, the amount of
relevant in-domain data for automatic speech recognition is limited - the performance is usually
dominated by the size of high quality transcribed speech data (often just millions of words). In
machine translation, the existing corpora for many languages contain only a few billions of words
or less. Thus, there are situations where simple scaling up of the basic techniques will not result in
any significant progress, and we have to focus on more advanced techniques.

With progress of machine learning techniques in recent years, it has become possible to train more
complex models on much larger data set, and they typically outperform the simple models. Probably
the most successful concept is to use distributed representations of words [10]. For example, neural
network based language models significantly outperform N-gram models [1, 27} [17].

1.1 Goals of the Paper

The main goal of this paper is to introduce techniques that can be used for learning high-quality word
vectors from huge data sets with billions of words, and with millions of words in the vocabulary. As
far as we know, none of the previously proposed architectures has been successfully trained on more

T+ received four
“strong re; ects

V

OpenReview.net

< Go to ICLR 2013 conference homepage

T+ won the

Neur T PS )
“test of time
award on ¥ S
102 annivers'a\ry

Login

Efficient Estimation of Word Representations
in Vector Space =

Tomas Mikolov, Kai Chen, Greg Corrado, Jeffrey Dean

17 Jan 2013

ICLR 2013 conference submission

Readers: @ Everyone Show Revisions

Abstract: We propose two novel model architectures for computing continuous vector representations of words from very
large data sets. The quality of these representations is measured in a word similarity task, and the results are compared to the
previously best performing techniques based on different types of neural networks. We observe large improvements in

accuracy at much lower computatior *

vectors for one million vocabulary fr
the-art performance on our test set
used by the research community.

Decision: conferencePoster-iclr201:

Reply Type:| all v Author:l:

Hidden From:| nobody v

I submission review k

Pontus Stenetorp

10 May 2013 ICLR 2013 submr
Review: In response to the req
similarity being intransitive, I th
believe to be the relevant portio

"We say 'the portrait resemble
the father' rather than 'the fatht
we say 'North Korea is like Red (

Lastly, a question that was raise
which the first author responde
case. I would be very thankful fc

I submission review k

anonymous reviewer 3che

facebook

Yesterday we received a Test of Time Award at NeurlPS for the word2vec paper from ten years
ago. I'm really happy about it! | think it's the first "best paper" type of award | ever received. In

fact, the original word2vec paper was rejected at the first ICLR conference in 2013 (despite the
acceptance rate of around 70%), so it made me think how difficult it is for reviewers to predict

future impact of research papers.

I've heard a lot of comments - both positive and negative - about word2vec during those
years, and did not really comment online about it. Somehow | felt the research community is
constantly flooded by propaganda-style PR from certain researchers who are hacking this way
the citation counts and attention of others, and | did not want to be part of this. But after ten
years, | think it could be entertaining to share some stories associated with this paper.

One frequent comment I've heard was that the code was difficult to understand to the point
that some people thought | made it unreadable intentionally. But no, I'm not so evil &4 The
code ended up being over-optimized because | was waiting for many months for approval to
publish it, and meanwhile | was trying to make it both faster and shorter. In fact, looking back,
if there were not Greg and Jeff in the Brain team, | doubt | would ever get that approval - | think
word2vec was likely the first widely known Al project that Google open-sourced.

There was also significant controversy around the GloVe project from Stanford NLP group that
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Abstract

The dominant sequence transduction models are based on complex recurrent or
convolutional neural networks that include an encoder and a decoder. The best
performing models also connect the encoder and decoder through an attention
mechanism. We propose a new simple network architecture, the Transformer,
based solely on attention mechanisms, dispensing with recurrence and convolutions
entirely. Experiments on two machine translation tasks show these models to
be superior in quality while being more parallelizable and requiring significantly
less time to train. Our model achieves 28.4 BLEU on the WMT 2014 English-
to-German translation task, improving over the existing best results, including
ensembles, by over 2 BLEU. On the WMT 2014 English-to-French translation task,
our model establishes a new single-model state-of-the-art BLEU score of 41.8 after
training for 3.5 days on eight GPUs, a small fraction of the training costs of the
best models from the literature. We show that the Transformer generalizes well to
other tasks by applying it successfully to English constituency parsing both with
large and limited training data.
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Abstract

We introduce LLaMA, a collection of founda-
tion language models ranging from 7B to 65B
parameters. We train our models on trillions
of tokens, and show that it is possible to train
state-of-the-art models using publicly avail-
able datasets exclusively, without resorting
to proprietary and inaccessible datasets. In
particular, LLaMA-13B outperforms GPT-3
(175B) on most benchmarks, and LLaMA-
65B is competitive with the best models,
Chinchilla-70B and PaLM-540B. We release
all our models to the research community'.

1 Introduction

Large Languages Models (LLMs) trained on mas-
sive corpora of texts have shown their ability to per-
form new tasks from textual instructions or from a
few examples (Brown et al., 2020). These few-shot
properties first appeared when scaling models to a
sufficient size (Kaplan et al., 2020), resulting in a
line of work that focuses on further scaling these
models (Chowdhery et al., 2022; Rae et al., 2021).
These efforts are based on the assumption that
more parameters will lead to better performance.
However, recent work from Hoffmann et al. (2022)
shows that, for a given compute budget, the best
performances are not achieved by the largest mod-
els, but by smaller models trained on more data.
The objective of the scaling laws from Hoff-
mann et al. (2022) is to determine how to best
scale the dataset and model sizes for a particular
training compute budget. However, this objective
disregards the inference budget, which becomes
critical when serving a language model at scale.
In this context, given a target level of performance,
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We are releasing the following models to the general public for research and commercial use*:

1. LLama 2, an updated version of LLama 1, trained on a new mix of publicly available data. We also
increased the size of the pretraining corpus by 40%, doubled the context length of the model, and
adopted grouped-query attention (Ainslie et al., 2023). We are releasing variants of LLama 2 with
7B, 13B, and 70B parameters. We have also trained 34B variants, which we report on in this paper

but are not releasing.’

2. Lrama 2-CHAT, a fine-tuned version of Lrama 2 that is optimized for dialogue use cases. We release
variants of this model with 7B, 13B, and 70B parameters as well.

Lrama 2: Open Foundation and Fine-Tuned Chat Models

Hugo Touvron* Louis Martin’ Kevin Stone'

Peter Albert Amjad Almahairi Yasmine Babaei Nikolay Bashlykov Soumya Batra
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Guillem Cucurull David Esiobu Jude Fernandes Jeremy Fu Wenyin Fu Brian Fuller
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Hakan Inan Marcin Kardas Viktor Kerkez Madian Khabsa Isabel Kloumann Artem Korenev
Punit Singh Koura Marie-Anne Lachaux Thibaut Lavril Jenya Lee Diana Liskovich
Yinghai Lu Yuning Mao Xavier Martinet Todor Mihaylov Pushkar Mishra
Igor Molybog Yixin Nie Andrew Poulton Jeremy Reizenstein Rashi Rungta Kalyan Saladi
Alan Schelten Ruan Silva Eric Michael Smith Ranjan Subramanian Xiaoqing Ellen Tan Binh Tang
Ross Taylor Adina Williams Jian Xiang Kuan Puxin Xu Zheng Yan Iliyan Zarov Yuchen Zhang
Angela Fan Melanie Kambadur Sharan Narang Aurelien Rodriguez Robert Stojnic
Sergey Edunov Thomas Scialom*
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Abstract

In this work, we develop and release Llama 2, a collection of pretrained and fine-tuned
large language models (LLMs) ranging in scale from 7 billion to 70 billion parameters.
Our fine-tuned LLMs, called Liama 2-Char, are optimized for dialogue use cases. Our
models outperform open-source chat models on most benchmarks we tested, and based on
our human evaluations for helpfulness and safety, may be a suitable substitute for closed-
source models. We provide a detailed description of our approach to fine-tuning and safety
improvements of LLama 2-CHar in order to enable the community to build on our work and
contribute to the responsible development of LLMs.

“Equal contribution, corresponding authors: {tscialom, htouvron}@meta.com
fSecond author

00 Meta

Contributions for all the authors can be found in Section A.1.
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Training Data Params Context GQA Tokens LR
Length

7B 2k 1.0T 3.0 x 1074

Foboiiniti & See Touvron et al. 13B 2k 1.0T 3.0 x 1074
(2023) 33B 2k 1.4T 1.5 x 10~4

65B 2k 1.4T 1.5 x 1074

7B 4k 2.0T 3.0x 1074

i o & A new mix of publicly 13B 4k 2.0T 3.0 x 1074
available online data 34B 4k v 2.0T 1.5 x 10~4

70B 4k v 2.0T 1.5 x 104

Table 1: LLama 2 family of models. Token counts refer to pretraining data only. All models are trained with
a global batch-size of 4M tokens. Bigger models — 34B and 70B — use Grouped-Query Attention (GQA) for
improved inference scalability.

2.2 Llama-2
Dataset Sampling prop. Epochs Disk size ” 1 - ::E:B
CommonCrawl 67.0% 1.10 3.3TB it —— 34B
C4 15.0% 1.06 783 GB | o
Github 4.5% 0.64 328 GB g 19
Wikipedia 4.5% 2.45 83 GB % 18
Books 4.5% 2:23 85 GB =
ArXiv 2.5% 1.06  92GB v
StackExchange 2.0% 1.03 78 GB 16
Table 1: Pre-training data. Data mixtures used for pre- 15
training, for each subset we list the sampling propor- 14
tion, number of epochs performed on the subset when 0 250 500 750 1000 1250 1500 1750 2000
training on 1.4T tokens, and disk size. The pre-training Processed Tokens (Billions)
runs on 1T tokens have the same sampling proportion. Figure 5: Training Loss for LLamA 2 models. We compare the training loss of the LLama 2 family of models.

We observe that after pretraining on 2T Tokens, the models still did not show any sign of saturation.
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Figure 4: Training of LLamMA 2-CHAT: This process begins with the pretraining of Lrama 2 using publicly
available online sources. Following this, we create an initial version of LLama 2-CHaT through the application
of supervised fine-tuning. Subsequently, the model is iteratively refined using Reinforcement Learning
with Human Feedback (RLHF) methodologies, specifically through rejection sampling and Proximal Policy
Optimization (PPO). Throughout the RLHF stage, the accumulation of iterative reward modeling data in
parallel with model enhancements is crucial to ensure the reward models remain within distribution.



Ahgnmen+

RLHF-v5

0, 0,
80% (with PPO) 80%
RLHF-v5
70% (no PPO) 70%
. RLHF-v5
RLHF-v4 RLHF-v5 (WItt: PPO)

60% . 60% L GE0)
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Figure 11: Evolution of LLamA 2-CHAT. We show the evolution after multiple iterations fine-tuning for the
win-rate % of Lrama 2-ChHat compared to ChatGPT. Left: the judge is our reward model, which may favor
our model, and right, the judge is GPT-4, which should be more neutral.
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. I
N I I
2 1

n-ﬂ i I
5
0

Llama-2 Llama-2 Llama-2 Llama-2 MPT Vicuna Vicuna Falcon PaLM ChatGPT
7b-chat 13b-chat 34b-chat 70b-chat 7b-chat 13b-v1.1 33b-v1.3  40b-instruct Bison 0301

Violation % (lower is safer)

Figure 3: Safety human evaluation results for LLamA 2-CHAT compared to other open-source and closed-
source models. Human raters judged model generations for safety violations across ~2,000 adversarial
prompts consisting of both single and multi-turn prompts. More details can be found in Section 4.4. It is
important to caveat these safety results with the inherent bias of LLM evaluations due to limitations of the
prompt set, subjectivity of the review guidelines, and subjectivity of individual raters. Additionally, these
safety evaluations are performed using content standards that are likely to be biased towards the LLama
2-CHAT models.
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Introducing the next generation of

Claude

Mar 4, 2024 <+ 7 min read

Try Claude 3

Today, we're announcing the Claude 3 model family, which sets new ir
benchmarks across a wide range of cognitive tasks. The family include
state-of-the-art models in ascending order of capability: Claude 3 Haik
Claude 3 Sonnet, and Claude 3 Opus. Each successive model offers
increasingly powerful performance, allowing users to select the optim
balance of intelligence, speed, and cost for their specific application.

New Clawxdc
eats ChatGPTY

Claude 3 Claude 3 Claude 3 Gemini1.0 Gemini1.0
Opus Sonnet Haiku GFil=4 GRS Ultra Pro

Undecgraduste 86.8% 79.0% 75.2% 86.4% 70.0% 83.7% 71.8%

level knowledge

MMLU 5 shot 5-shot 5-shot S-shot 5-shot 5-shot 5-shot | d

SancuBl SsEL 50.4% 40.4% 33.3% 35.7% 281%

reasoning
GPQA, Diamond 0-shot CoT 0-shot CoT 0-shot CoT 0-shot CoT 0-shot CoT

Grade school math 95.0% 92.3% 88.9% 92.0% 571% 94.4% 86.5%
GSM8K 0-shot CoT 0-shot CoT 0-shot CoT 5-shot CoT 5-shot Majl@32 Majl@32

s 7 60.1% 43.1% 38.9% 52.9% 34.1% 53.2% 32.6%

problem-solving
MATH 0-shot CoT 0-shot CoT 0-shot CoT 4-shot 4-shot 4-shot 4-shot

Multilingual math 90.7% 83.5% 751% 74.5% 79.0% 63.5%
MGSM 0-shot 0-shot 0-shot 8-shot 8-shot 8-shot

Code 84.9% 73.0% 75.9% 67.0% 48.1% 74.4% 67.7%
HumanEval 0-shot 0-shot 0-shot 0-shot 0-shot 0-shot 0-shot

Reasoning over text 83.1 78.9

DROP, Fiscore 3-shot 3-shot david rein m
@idavidrein

Mixed evaluations 86.8% 82.9%
BIG-Bench-Hard 3-shot CoT 3-shot Co’

Claude 3 gets ~60% accuracy on GPQA. It's hard for me to understate
Knowledge Q&A 96.4% 93.2% " " . . .
ARC-Challenge 25-shot st hOw hard these questions are—literal PhDs (in different domains from

Common o5  soow LNequestions) with access to the internet get 34%.

Knowledge
HellaSwag 10-shot 10-shot

Opus and Sonnet are now available to use in claude.ai and the Claude API PhDs *in the same domain* (also with internet access!) get 65% - 75%
which is now generally available in 159 countries. Haiku will be available soon. accuracy

Claude 3 model family

@
Claude 3

Opus
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The Era of 1-bit LLMs:
All Large Language Models are in 1.58 Bits

Shuming Ma* Hongyu Wang™ Lingxiao Ma Lei Wang Wenhui Wang
Shaohan Huang LiDong Ruiping Wang Jilong Xue Furu Wei®
https://aka.ms/General Al

Abstract

Recent research, such as BitNet [WMD ™ 23], is paving the way for a new era of 1-
bit Large Language Models (LLMs). In this work, we introduce a 1-bit LLM variant,
namely BitNet b1.58, in which every single parameter (or weight) of the LLM is
ternary {-1, 0, 1}. It matches the full-precision (i.e., FP16 or BF16) Transformer
LLM with the same model size and training tokens in terms of both perplexity
and end-task performance, while being significantly more cost-effective in terms
of latency, memory, throughput, and energy consumption. More profoundly, the
1.58-bit LLM defines a new scaling law and recipe for training new generations of
LLMs that are both high-performance and cost-effective. Furthermore, it enables
a new computation paradigm and opens the door for designing specific hardware
optimized for 1-bit LLMs.
Pareto Improvement
____________ K- mmmmmmmmmmmmmmmmmmmmmm———m e m—mmm ek ——————————

BitNet b1.58 (This Work) <: Transformer LLMs
{-1,0,1} 16-bit Float (FP16/BF16)

asueuLOpad

0.2961 -0.0495 w  -0.4765
W= | 0.0413 0.2812 0.2403
-0.1808 0.1304 - -0.1771

-0.4809 .. -0.1741 -0.3853

Y = f(W, X) Model W Output Y

0.2961 -0.0495 -0.0924 -0.4765 0.2961x, — 0.0495x, — 0.0924x, — 0.4765x;
0.0413 0.3397 0.2812 0.2403
FP16

-0.1808 0.1304 0.4322 -0.1771

-0.4809 0.3244 -0.1741 -0.3853

LLMS are
ﬂeﬂ-ivxj smallevr
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The Era of 1-bit LLMs:
All Large Language Models are in 1.58 Bits

Shuming Ma* Hongyu Wang® Lingxiao Ma Lei Wang Wenhui Wang G ¢ E I Z 3 L l Ts Q ;

Shaohan Huang LiDong Ruiping Wang Jilong Xue Furu Wei®
https://aka.ms/General Al ' '
Abstract

Recent research, such as BitNet [WMD ™ 23], is paving the way for a new era of 1- \
bit Large Language Models (LLMs). In this work, we introduce a 1-bit LLM variant,
namely BitNet b1.58, in which every single parameter (or weight) of the LLM is
ternary {-1, 0, 1}. It matches the full-precision (i.e., FP16 or BF16) Transformer
LLM with the same model size and training tokens in terms of both perplexity
and end-task performance, while being significantly more cost-effective in terms
of latency, memory, throughput, and energy consumption. More profoundly, the
1.58-bit LLM defines a new scaling law and recipe for training new generations of
LLMs that are both high-performance and cost-effective. Furthermore, it enables
a new computation paradigm and opens the door for designing specific hardware
optimized for 1-bit LLMs.

Pareto Improvement
____________ Sy S

BitNet b1.58 (This Work) <: Transformer LLMs
{-1,0,1} 16-bit Float (FP16/BF16)

asueuLOpad

0.2961 -0.0495 w  -0.4765
W= | 0.0413 0.2812 0.2403
-0.1808 0.1304 - -0.1771

-0.4809 .. -0.1741 -0.3853

Y = f(W, X) Model W b 4 Output Y

0.2961 -0.0495 -0.0924 -0.4765 0.2961xy — 0.0495x; — 0.0924x; — 0.4765x;

0.0413 0.3397 0.2812 0.2403
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4. Sure, here are images featuring a diverse range of medieval British monarchs: re a‘ ‘ Y M a+ "' e r

| hope these images provide a glimpse into the diverse tapestry of medieval British

monarchs.
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Many * "
any mmcls are
b C +* e r *hq n on e In the NCATS PubChem compound database for Food Additive Status classification, find the compound that has a

molecular weight of 100 g/mol or less, 6 heavy atoms, 1 or fewer hydrogen bond acceptors, and a complexity between 10
and 15. Of the shared gene-chemical co-occurrences between its two possible enzyme transformations, what is the
PubChem CID of the heaviest by molecular weight?

~“AArB) > AV-B)-AVvB) < GAA-BDA->B) - (B—>-A)(A—-B) < AV B (-A—->B)

(A v -B) (A — B) < (A A =B) Which of the above is not logically equivalent to the rest? Provide the
full statement that doesn't fit.

The attached file contains a list of vendors in the Liminal Springs mall, along with each vendor’s monthly revenue and
the rent they pay the mall. I want you to find the vendor that makes the least money, relative to the rent it pays. Then,
tell me what is listed in the “type” column for that vendor.

Model name Average score (%) Level 1 score (%) Level 2 score (%) Level 3 score (%) oxganisation Model family
Multi-Agent Experiment v0.l . 32.33 47231 28.93 14.58 MSR AI Frontiers GPT-4-turbo
FRIDAY 24.25 40.86 20.13 6.12 0S-Copilot GPT-4-turbo
FRIDAY_without_learning 21.59 36.56 17 .61 6.12 0S-Copilot GPT-4-turbo
GPT4 + manually selected plu; 14.6 30.3 9.7 0 GAIA authors GPT4
Clarity. vl 14.05 23.91 10.69 6.25 GPT4
Warm-up Act 12.96 22.58 10.69 2.04 GPT-4-Turbo
stealth3 9.3 18.28 6.92 0

stealth2 8.97 172 6.29 2.04

GPT4._ Tuxbo 6.67 9.68 6.92 0 GAIA authors GPT4

GPT4 4 9.68 1.89 0 GAIA authors GPT4
GPT3.5 2.67 4.3 1.89 2.08 GAIA authors GPT3
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